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[Abstract]

This study addresses two related challenges: rule-based security log analysis is vulnerable to novel attack expressions and
obfuscation, while large language models (LLMs) may generate unsupported reasoning or unstable outputs. We evaluate an
Evidence-first LLM framework that combines a Validator, log-type-specific Sanity-Check rules, and strict evidence matching. Using
4,800 synthetic, template-based events and three LLMs, we compare a Rule-only approach with four LLM-based configurations for
attack-event classification and MITRE ATT&CK Technique mapping. The LLM-only configuration achieved a higher
binary-classification F1 score than Rule-only, while the Validator preserved performance and verified output structure and ATT&CK
consistency. Sanity-Check and the Full Pipeline reduced false positives but lowered recall; Sanity-Check rejection accounted for the
largest share of Full Pipeline failures. Although absolute performance differed across models, recall degradation under hard-gate
validation was consistent. These results indicate that validation components should be selected according to analytical objectives,

and that precision and recall should be balanced rather than assuming that a single architecture is universally superior.
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[14] ATT&CK Technique model/tool
comparison
Fieblinger Guidance/ Sentence—based
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Triples/KG comparison
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Nauyen cr = classification approach,
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Technique comparison
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. Rule + LLM, Evidence Span,
This study attaqk/ JSON Schema | Validator/Sanity/
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Table 2. Specification of structured output fields

Field Format/Range Evaluation Use
event_id string, 1-64 chars Input/oultpup identity
validation
intrusion integer {0,1} Binary detection
1-2 IDs, Top—-1 macro—-F1 and
technique T1059/T1190/T1047/ supplementary
T1071/T0000 candidate hit
1-2 IDs, TAO0O1/ Technique—Tactic
tactic TA0002/TA0011/ ot
TA0000 v
evidence 0-4 strings Exact-substring strict
evidence—gate evaluation
confidence number, 0—1 Stored.gs an vuncallbrated
auxiliary signal only

X 3. Validator 1% 177l 2} strict evidence gate 174
Table 3. Seventeen validator rules and one strict evidence

gate
Validation Rule Action St EEEnTE
Gate
not object invalid — negative No
missing required field invalid — negative No
event_id mismatch invalid — negative No
invalid intrusion type or invalid — negative No
value
invalid teghnlque invalid — negative No
container
invalid tactic container invalid — negative No
invalid evidence container | invalid — negative No
Techmqug—Taotlc Length invalid — negative No
Mismatch
invalid confidence invalid — negative No
invalid technique id invalid — negative No
format
unknown technique invalid — negative No
deprecated or revoked invalid — negative No
technique
unknown tactic invalid — negative No
Technique-Tactic ) . .
Mismatch invalid — negative No
normal label in attack : . .
invalid — negative No
output
attack label in normal . ) .
invalid — negative No
output
missing evidence for invalid — negative No
attack
exact evidence substring Full gate Yes
match
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[System prompt 3141]

Use only information directly observable in the
supplied normalized event. Allowed labels are
T1059-TA0002, T1190-TA0001, T1047-TA0002,
T1071-TAO0O11, and T0O000-TAQ0OO.
intrusion=1 requires direct evidence. Return one

benign

primary Technique and optionally one secondary
candidate. Every evidence item must be a non—empty
character—for-character  substring copied from
message. Return only the structured object.

[User prompt ]

Analyze the following normalized security event.
Copy every evidence span exactly from the message
field.
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Table 4. Complete log-type-specific sanity-check rule set (12

rules)
Rule ID Source Tech. Representative Meaning
WAF-T1190— SQL injection UNION
SQLI-01 WAF | T1190 SELECT pattern
WAF-T1190- Path traversal or sensitive file
TRAVERSAL-01 WAF T1190 request
WAF-T1190- Public—facing application
TEMPLATE-01 | WAF | T1190 exploitation marker
WAF-T1059- Command interpreter token
CMDINJ-01 | WAF | TT088 | T o HTTP parameter
EDR-T1059— PowerS:XeellciSttig;p:)erter with
POWERSHELL- EDR T1059
01 encoded-command
indicators
EDR-T1059— Windows command shell
CMD-01 EDR 1059 invocation
EDR-T1047- WMIC Win32_Process
WMIC-01 EDR 1047 creation
EDR-T1047- PowerShell WMI/
CIM-01 EDR | T1047 | oM method invocation
Process command line
EDR-T1071 EDR T1071 | contacting a web—protocol
WEB-01 ;
endpoint
PROXY-T1071- ..
CALLBACK-01 Proxy T1071 Periodic web callback path
PROXY-T1071- Long-lived or periodic
PERIODIC-01 | PO | TTO7T 1 iication-layer traffic
PROXY-T1190~- Exploit marker observed at a
EXPLOIT-01 Proxy T1190 reverse proxy
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JSONL normalization

Common event schema

Security logs
WAF - EDR - Proxy
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Table 5. Distribution of events by log source
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Table 6. Generation criteria and event counts by condition

Source Subtype Attack | Near-miss | Routine | Total Condition | Population| Count | Generation/Construction Criteria
WAF WAF_HTTP 900 152 148 1200 Uses held—in expression families
EDR_PROCESS|E seen_ attack 2.520 represented |vnvthe .
EDR DR_PROCESS 1800 307 293 2400 template sourcg—specnﬂc rule design and
I\TETWORK - canonical examples.
PROXY Uses separate held—out
Proxy | HTTPIPROXY_ | 900 141 159 | 1200 unseen_ expression families not used as
REVERSE_HTTP template attack 1,080 | canonical rule examples; labels
- P and source distributions are
unchanged.
H7t ~23HEES 48318ty LLM-only® 733} 39 Applies URL/double encoding,
Top-1 intrusion/Technique AF&-3}az, LLM+ Validator hard_ command-token splitting,
- = . o obfuscation attack 710 | caret/backtick insertion, Base64
- hard—error =tk negative= H3lsicy, encoding, and path/token
LLM+ Sanity-Check®™ LLM9] intrusion %to] 1°]aL perturbation.

Hv— o] olxlsl= Al A olWESD I Places direct evidence of a
Sanity-Check o] QA|gh= Z-5-olvt 52 oHlE= & biosoLs secondary ATT&CK behavior in
A3k}, Full Pipeline< Validator %3}, Sanity—-Check f cangidate_ attack 360 | the same event; the deterministic
2 dx], +2 Technique¥} LLM Top-1 Technique2| ¥ g(r;g::ry label remains the main
2l HE avi o] om A BFE BB Hxlo] ol xE &= :

%], BE evidenced] €& Wl Agst R EAME UAE & Contains attack-like lexical
Ao 2 Qs 29 ek AR udE e G531 benign_ benign oo | tokens in a non-adversarial
01O =p o 25 = Ak ° - near_miss operational, documentation or
o2 E82 AP A3k 7]l whEl AAHT0000) 22 =] administrative context.

) ZF ol E Q] X H=F okl 1 A =lod o Z
E] “D}' B ] I‘L‘/] - ‘4 ° oH= 07]-01] ]»%o]'”‘_u:]’ ‘i benian Contains ordinary web, process,
4 0%, 4 3 23} @ v oFol thaAwt o 53] rout?ne_ benign 600 | or proxy activity without a directly
A =BTk represented attack behavior.

- %%

4-3HIOEM X 74 U 22 44 7]

FN

3 5+ WAF, EDR % Proxy 271 &~2~H= ¥2Z benign
near-miss % routine ©|HES BFZE A|A3t}l EDRo]
2,400 07 Ao AukS x}x|EkaL WAFS} Proxy+ Z+zt
1,20071 0.2 FFAE T A 4,8007) oHIEE= &4 3,60071
I AAF 1,2000¢] AA-4 synthetic/template 714} H|o]E]
olu] A SOC Z1v} 37l YAl dlel8AlS 27 ARS-sHA
&9ktt. public input¥} private label& E8]Z 02 Hjslal
label leakage guardE 833t} webr o] BXEE= A =
T 2ol FAT Gt A B8-S vlask] gk SA &=
ol AA SOCe] gnd A v]&-S tfskA] =t

4-4 2P 22 Y ATTRCK W7+ 7|12

¥ 62 seen, unseen, hard obfuscation, ambiguous
candidate % 7 7 2719] B, oHIE o} A VE
S AY3E  Seend}t  unseend rule  design?
held-in/held-out ¥&TS 7538} LLM pretraining ¥
% 52 on|aix] ¢tk Hard 202 154, B3 B2
B33 A2 @S 2838k, ambiguous A0S Y ol
Eof secondary ATT&CK behaviore] 2174 <+AS 23t
t}. Hard 710713} ambiguous 36071+ template split¥} &
HE £ Jorn= xo] AFE o Akt A oMIE 4

2 s <F "t dAl= seene] WMIC process

-

¥ 7. Technique-Tactic 2} EZ(ATT&CK v19.1)
Table 7. Technique-tactic label distribution (ATT&CK v19.1)

Tech | Technigue name| Tactic | Support | WAF | EDR | Proxy

Command and
T1059 Scripting
Interpreter

TA0002 | 900 300 | 600 0

Exploit
T1190| Public-Facing | TAOOO1 900 600 0 300
Application

Windows
T1047| Management
Instrumentation

TA0002 900 0 900 0

Application

1071 Layer Protocol

TA0011 900 0 300 | 600

create, unseen® Win32_Process Call Create, hard®] o]
% 9139 /beacon AZE, ambiguous®] /beacon¥} UNION
SELECT &A] ¥3lo|th

4-5 "It 7|18

¥ 72 Y| Technique®] Tactic, =¥ supporte} =
A2 WS AL ZF Sl 9007 2R Sl
AA R AE 2 A ME YEL F 8 I A,
Technique ¥ W53} 4~52] wap BXE HFH U553
HASE AT W B8 A IS Rl VL
ARERIE 7 VES v A @ 34 Ed e

K=40]m 7z} Ze|~ supportE 90071¢|th. @ T0O000E A
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X 8. 21 &~A-Technique- th=3t WAL 23

Table 8. Cross-distribution of log sources, techniques, and obfuscation levels

Condition WAF EDR Proxy T1059 T1190 T1047 T1071 Attack Benign
None 254 533 246 259 258 258 258 1033 0
Easy 310 597 302 302 303 302 302 1209 0
Medium 159 318 171 162 162 162 162 648 0
Hard 177 352 181 177 177 178 178 710 0
benign_near_miss 152 307 141 0 0 0 0 0 600
benign_routine 148 293 159 0 0 0 0 0 600

A} dummy labelZ macro Hzrold A3ty @ F
ATT&CK A 3= A 4,80073¢] end-to-end macro-F1
o]ar ¥4 3,600712] mapping macro-F1& B3 X}
@ support<20-& rare class® FAIEFY ALekA] gk
zero division> 022 A3t} B sub-technique,
label> gith. ®
ambiguous ©|HIE+= deterministic primary label exact
Top-1& F 42 A8l Candidate Hit@1/28 BH%
AER gty @ d=3Pd N2 37 o[flE Froln A4
oHlEx 3 Recall AlxkllA Alejghct. 4] oHlE 7|4k
ATT&CK  macro-F1& A4  oMIEdAMS 34
Technique &% 7+ Z#|2A9] FPo| X&) Paired
statistical test2} bootstrap confidence interval-= 5~3J3}
| ko B R A a0l FAA oo MR o
=t} dlele A4 A3} prompt, mapping, 113, B7} 23
HE9} SHA-256 manifestt= A& #7]A] ol Za}o]ct.

deprecated & revoked gold

4-6 2 Y API A1 87

¥ 9% GPT-4.1-mini, Claude Haiku 4.5 ¥ Gemini
3.1 Flash-Lite®] =9, %3} &2 W] decoding 24
I APUS A Al ZEe 5d3 4,8007) event ID,
dataset hash, prompt hash, ATT&CK mapping,
Validator, Sanity—-Check % 37} 23 HES ARSI,

T o2bE API 93 Structured Output B2 th= gt
SES Y Ul ~7ulE Bk 42 WU 35 A

2E 3

Jagon RaE dn Aol Grk A7} ohlet Al
wen g 39 S99 Aolz ANT + Uk BE
max output tokens=512, timeout=1202,

E9. BY U AP| A3 MY
Table 9. Model and API execution settings

Provider/ Structured Temp./ Execution
Model Output top_p Date
GPT—4.1-mini | hesponses/ 0.1/1.0 2026-07-17

Pydantic
Claude Haiku Messages/ . P
45 Pydantic 0.1/Omitted 2026-07-17
Gemini 3.1
Flash-Lite JSON Schema 0.1/1.0 2026-07-17

http://dx.doi.org/10.9728/dcs.2026.27.9.2609

concurrency=2%1 2} refusal, incomplete & invalid

output 254 negative & #7531t

V. 29 Zi 3 24

5-1 GPT-4.1-mini 1+d& 24 d&
E 10. GPT-4.1-mini 7|4 7AE Mz M5 H|m

Table 10. Overall performance comparison across
GPT-4.1-mini-based configurations

Method P R | BinFi AETZTE&FC1K é:@cg
Rule-only |0.9481 | 0.7150 | 0.8152 | 0.6934 | 0.7048
LLM-only |0.9013 | 0.8450 | 0.8723 | 0.6851 0.7193

LLM+Validator | 0.9013 | 0.8450 | 0.8723 | 0.6851 0.7193
LLM&ZiTtV_ 0.9527 | 0.5711 | 0.7141 | 0.5459 | 0.5543
Full Pipeline | 0.9426 | 0.4608 | 0.6190 | 0.5153 | 0.5243
E 1. GPT-4.1-mini 7|¢t 7AH =S8 d|w
Table 11. Confusion matrix comparison across
GPT-4.1-mini-based configurations

Method TP FP TN FN
Rule—only 2,574 141 1,059 1,026
LLM-only 3,042 333 867 558

LLM+Validator| 3,042 333 867 558
LLM&Seink”y_ 2,056 102 1,008 1,544
Full Pipeline 1,659 101 1,099 1,941

2616

5-2 7|4k B H|Eo} HHE O

3E 125 59U 4,80070 oWl Ee] Al LLMS %83} &
g [ LM-only, LLM+ Sanity-Check % Full Pipeline %3
55 v)Et) Claude®t Gemini® LLM-only Binary F1
2 GPTHEY ZJAR A 28l 25 Sanity—-Check®} Full
PipelineS #-88<+= Recall¥} Binary Flo] 7+433ic)
]‘— zh;ﬂ Aé o% 7] Hl o ﬂloﬂ 0]_7-:—5}X] 9} hard- gate Z%&oﬂ
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E12. 3Y5H4,80071 O[H Eof CHEH 2 2 M H|w
Table 12. Cross-model and configuration comparison on the same 4,800 events
Model Method P R F1 ATT&;K =2 Validation Rate | APl Success Rate
GPT-4.1-mini LLM-only 0.9013 0.8450 0.8723 0.6851 1.0000 1.0000
GPT-4.1-mini | “tMrSanity- 0.9527 0.5711 0.7141 0.5459 1.0000 1.0000
Check
GPT-4.1-mini | Full Pipeline 0.9426 0.4608 0.6190 0.5153 1.0000 1.0000
Claude Haiku 4.5 |  LLM-only 0.9151 0.8981 0.9065 0.7799 1.0000 1.0000
Claude Haiku 4.5 LL""CJrhiiT(”y_ 0.9640 0.6242 0.7577 0.6307 1.0000 1.0000
Claude Haiku 4.5 |  Full Pipeline 0.9559 0.5053 0.6611 0.6039 1.0000 1.0000
Gemini 3.1 LLM-only 0.8763 0.9619 0.9171 0.7792 0.9998 0.9998
Flash-Lite
Gemini 3.1 LLM+Sanity—
FimehoL e Chock 0.9523 0.6769 0.7914 0.6423 0.9998 0.9998
Gemini 3.1 Full Pipeline 0.9439 0.5700 0.7108 0.6185 0.9998 0.9998
Flash-Lite
¥ 13. GPT-4.1-mini2| 4807} O|H E 22Xt 33| gt= A1}
Table 13. Three repeated runs of GPT-4.1-mini on a 480-event subset
Run P R Bin F1 ATT&CK E2E Fi Attack—Only F1
Run 1 0.9112 0.8556 0.8825 0.6997 0.7305
Run 2 0.9139 0.8556 0.8838 0.6926 0.7226
Run 3 0.9110 0.8528 0.8809 0.7013 0.7318

2 Recall A3} W3 FE54UE HoFr) Validation
Rate®} API Success Rate”} A9} 1.00]22 FQ zjo|&
TZ3} 4 AvjEr}; 2eo] FF-vlg SAJolA Al 3
o7 A gt

¥ 13& 21 42 o]zl @ Technique % W53} =4
o] #EE FABIES 1Y seed® T8 FE3 48070 ol
EZ GPT-4.1-mini2 A 2} 9HE A8st A7 AA|$
t}. Binary F1& 0.8809-0.8838, H{+¥=FHAl+=
0.8824£0.0015%1 3 ATT&CK end-to-end macro-F1-&
0.6979+0.0046°]21t}. Joint prediction agreement:= %
2l o] EA intrusion® Top-1 Techniqueo] 2% &
g HlE= Fogom 0.9625-0.96675 7153 ©]
A TG NA vlaA Al FE AEs BGiA
A diolEu v mele] kg o s dwkslel = glrk
GPT#} Claudes= 4,800/4,800 success, Gemini+= 4,799
success9} 1 incomplete$} 2™ incomplete 172 AFA 4
Aol W} negative® H 7}k

-

ST

i)

5-3 A 45 i

¥ 10& GPT-4.1-mini¥ 7]F° =2 Rule-only%-E| Full
PipelineZ7FA] Tl 74 9] o]x] 37 olE 373 ATT&CK
g A%S Basitl LLM-only:= Rule-only®.t} Binary
Recall# F1& #3131 Validator 24 Fo%= 593 A5S
FA813iek wPA LLM+ Sanity-Check®} Full Pipeline<

Precision 0| thal RecallS W 724 Aloke] 73}
7} 2 &3} v)gk Alo]9] trade-off & FL8HS HojF=tl & 11
L o]y 3t zpolE& TP, FP, TN % FNo=z Rt
LLM-only: TPE 2574704 3,042 0% =5A|WF FP
% 1417494 33374202 Z7}819it). LLM+ Sanity-Check
+ FPE 1027108 &304 FNo| 1,544310% Z7FaL,
Full Pipeline> FN 1,94171& 7153 7P 428 47gellA]
Recall +de] AXES @RIE + Ak ATT&CK
end-to—end macro-F13} attack—-only mapping macro-F1
o} ko] G} o] W} Technique V8- =2 3)4s]
of gt

M

5-4 HE3 Y 45 2

orr
Hr

2~=1

% 4= 953 $FEE Rule-only, LLM-only,
LLM+ Sanity-Check % Full Pipeline®] ]3] Recall¥} ¥
7} ol E 7"k ATT&CK mapping macro-F1< H|a/ gk}
GPT LLM-only?] ©]Z Recall® None 0.8451, Easy
0.8478, Medium 0.8349, Hard 0.8493°% -FAIX|wE
mapping macro-F1< None 0.7660°|4 Hard 0.5445%
aaiedeh. whbA] Hard #719] %2 o]%] Recalliho&
Technique "8714] Z718it}ar a4t 5= glt}. Rule-only
9] Hard Recall/F12 0.6930/0.3802, Full Pipeline<
0.3479/0.1688°11t}. 2] N& ald 53} 2] &4 o
HIE Jrolm] A2 1,20071-2 Alxtol Al A< skSlTt
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Table 14. Recall and attack-only ATT&CK Macro-F1 by

obfuscation level

Recall O|#I E 7|8t ATT&CK

Level N Rule R/F1 | LLM R/F1 | S=C R/F1 | Full R/F1
e | s | 5 o2 | S | o
o | | S| S | S | S
e | e | S5 | 058 | S | 008
e | 7o | S| 0% | Sy | o

5-5Techniqued-214¥ d&5

X 15% GPT-4.1-mini 5 AgolA 4| Techniqued
support®} Rule-only ¥ LLM-onlyd] a2 A%5S A
A%t} LLM-only+= T1059, T1190 T1047014
Rule-onlyRt} =2 F1& 7]&PATF T10719] Recall
0.1611, F12 0.27752 AA 94t} o]i= LLM-only<]

ol
s

end-to—end ATT&CK macro-F1o] &% ol £2 ¢
Qlolty. ¥ 162 seen, unseen, hard obfuscation %

ambiguous ZZVEE 7} 7449 o]7] Recalld} &4 o[WlE
719t mapping F12 H|23c} LLM-only+= Y] 244 =
$ Recalle XA Full Pipelines unseen®} hard
obfuscation 271914 Recall?} mapping F1¢] A So}A]
hard-gate®] #2F4do] template coverage?} W53} =4

oM FE e HojEt

# 15. GPT-4.1-mini = A& 2| Technique'® Support,
Rule-only F1 % LLM-only Precision/Recall/F1
Table 15. Per-technique support, rule-only F1, and LLM-only
precision/recall/F1 in the primary GPT-4.1-mini

experiment
Tech. Support Rule F1 LLM P/R/F1
T1059 900 0.5310 0.5964/0.8933/0.7153
T1190 900 0.5161 0.8387/0.9478/0.8899
T1047 900 0.8166 0.8751/0.8411/0.8578
T1071 900 0.9098 1.0000/0.1611/0.2775

#16. 34 =1 U T Recallt 324 O|HIE 7|8t Mapping F1
Table 16. Recall and attack-only mapping F1 by attack
condition and configuration

Condition N Rule R k/ILe'l\:lali/ S-CR I\F/Iﬂlpl'j{
Seen | 2520 | 0.8111 %_87558277/ 0.6718 %.%74?:3/
Unseen | 1080 | 0.4907 %_861337%/ 0.3361 %'11%%18/
Hard Obf. | 710 | 0.6030 | %899/ 10,543 | 93479/
Ambiguous| 360 | 0.7417 %%31173/ 0.7417 %i§677/

http://dx.doi.org/10.9728/dcs.2026.27.9.2609
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I 17. Ambiguous candidate O[HI E 2z HI|(3602)
Table 17. Supplementary evaluation of ambiguous candidate
events (360 Events)

Method Primary Top—1 Candidate Hit@1/2
Rule—only 0.5917 0.7417
LLM-only 0.6917 0.9917

LLM+Validator 0.6917 0.9917
LLM+Sanity—Check 0.4889 0.7417
Full Pipeline 0.3861 0.4417

¥ 17 360709 ambiguous candidate ©JHIES|A
deterministic primary label 7] Top-1 A& x=e} T 15

3% 3133k Candidate Hit@1/2& wlwsity, GPT
LLM-only?] primary Top-1< 0.6917°]*|%}F Candidate
Hit@1/2+ 0.9917¢]30t}. o= Rdlo] odlEol 24 %3
H & $H Techniques AEgrele AP 273k
primary label®} <=¢|7} t}2™ exact Top-1 H7}oA 2
Hoz Ad 4 J5& BTtk 5 ATT&CK macro-F1
£ primary exact Top—12 43} candidate—aware 2
Y= B A RN Haghc)

5-6 Full Pipeline 27 98 24

3 182 GPT-4.1-mini Full Pipelineol|A] A% FN
1,94170& Hx A WAl e} denfeldos 78 4
#=  ehdth.  Sanity-Check rejection®] 98671
(50.80%) .7 714 & WSS *AgaL, LLM intrusion
miss/refusal 558713} Technique disagreement 37371
o] H= o]t} Strict evidence mismatchi= 2470 £}
&te] Full Pipelined H o]
matching AH|HTt} source-specific rule coverage<}
LLM-rule Technique agreement®l] ¢8-S Hol&=t) =}
5 EBF $449= LLM  miss/refusal, Validator

Sanity—Check Technique
disagreement, strict evidence mismatch, Other <=o]™

FQ exact evidence

rejection, rejection,

E 18. GPT-4.1-mini Full Pipeline2| 4% HfEFM Aaj thA|
Table 18. Mutually exclusive failure stages of the
GPT-4.1-mini full pipeline

Failure Stage | Count | FN Ratio Decision Rule
LLM intrusion 558 28 75% LLM intrusion # 1 or
miss/refusal unusable output
Vghdgtor 0 0.00% Schema, ID, or tactic hard
rejection error
Sanl?y—(l?heck 986 50.80% SourcejspeC|f|c rule
rejection mismatch
lTechnlque 373 19 229 LLM Top—1 not !n matched
disagreement rule techniques
Strlclt evidence o4 1 249 Evidence is ngt an exact
mismatch substring

Note: Percentages are rounded to two decimal places and may not
sum to 100%.
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Table 19. Priority and mutual exclusivity of error classification

Priority | Failure Stage Automated Rule Exclusive
) ) truth_intrusion=1 AND
1 LLMintrusion | "\ "oi1 6line=0 AND Yes
miss/refusal X hed
lIm_intrusion!=1
Validator Prior stage false AND
2 - . o Yes
rejection validator_valid=false
Sanity-Check Prior stages false AND
3 T ) -~ Yes
rejection sanity_matched=false
) Prior stages false AND LLM
Technique ; )
4 disagreement Top—1 Technigue not in Yes
9 matched rule techniques
Prior stages false AND not
Strict evidence all evidence spans are
5 ) Yes
mismatch exact non—empty
substrings of message
Other final— All prlor. stages falsg but
6 o Full Pipeline remains Yes
decision FN .
negative
5-7 =9 & A

A1A), GPT LLM-only+= Rule-only E.t} Recall®} Binary
F1& E9AT Precisions H531 FPE /M
ATT&CK 4% % end-to—end®} attack—only mapping®ll
Al Wgko] ggith wba “LLM-only 7} & A|3EollA $-
SF 7 obd e} B4 e HAsot A4 near-miss L8 Aol
o] trade-off2 @|Xslok ). EA,  Validatore=
schema-constrained API 2744 GPT-Claude 4,80071
3} Gemini 4,7997% validZ 438l A%5S 719 A
ekoltt. 1 7KXIE F1 5T} identity type 3]-&
ID-Technique-Tactic 37 $4 253} Qb dol| itk
AA, Sanity-Check: Al Bel =5 Precisions %°]al FP
2 £9 01} Recall® W3} Full Pipelined & #HEL:
Sanity-Check rejection® Technique disagreement$it}.
ot A5 WIS 533 F strict evidence mismatch® g
2 FN-2 24700190k whebA v i 248 749 A
wlA9} evidence AN $Hlsls Ao 2E ZA FN 7ol
SA7F Qe rule coverage®t multi-Technique
agreement= 7 HESs[oF 3Tl UlA, dole= A4H

SHHFLM 7|k 2ot 27 F4 & MITRE ATT&CK o &2 74244
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7t

synthetic/template 7]¥te]al 24 SOC 215 E331A] &
=} 324384 311, W] Techniquexzt 90079 w8 7%
A4 base rate, class imbalance, 4R]H 23} A|7F A
S ukedslx] B3}, seen/unseen® LLM pretraining©]
#= 457} o} 2} rule design®] held-in/held-out &
olt}t. oA, soft validation, fuzzy matching, weighted
scoring¥ fallback decisions & -#7}sk4] gkt wlet
AR Aol 24 5 AT THEET AT
confidence’= B3 &Eo| ofyth A& =}7]%|olli= public
event®} private label 8], A#| system/user prompt,
JSON schema, ATT&CK Enterprise v19.1 mapping,
Validator 177} 72, strict evidence gate 174,
Sanity—-Check 1271 772}, 221 28] manifest, 37} % &
A ~AYE, A3 CSVeF SHA-256 manifestE XE315131
ok API key, AA| AH R 52 A JHE= 28] X%
ol A dlelee Hel-grt == GitHub 270 A4
(https://github.com/ojoioto—cell/Evidence-Constrained-
LLM-Security-Log—Re—experiment) S &3l #|3-3lc} A
mdlo] do] A5 3|7t hard-gate 48 Al Recall®]
sfebshs Wk FEA oItk GPT 48071 33 wWHER9
Binary F1 Z53x}= 0.0015% . ]33l sHA| ¢} o7 54
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2 ATE EEHER UM oMIE 4800718 tldeR
Rule-only, LLM-only, LLM+ Validator, LLM+ Sanity—Check
% Full Pipelines Hwska Fdgk  dlo]E]
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